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Abstract—Data augmentation is an effective method to improve
the robustness of embedding based speaker verification systems,
which could be applied to either the front-end speaker embedding
extractor or the back-end PLDA. Different from the conventional
augmentation methods such as manually adding noise or reverberation to the original audios, in this article, we propose to use
deep generative models to directly generate more diverse speaker
embeddings, which would be used for robust PLDA training. Conditional GAN, and VAE are designed, and investigated for different
embedding types, including factor analysis based i-vector, TDNN
based x-vector, and ResNet based r-vector. The proposed back-end
augmentation methods are evaluated on NIST SRE 2016, and 2018
dataset. Within the popular x-vector, and r-vector framework, the
experimental results show that our proposed methods can outperform the traditional audio based back-end augmentation method
while different front-end augmentation methods are considered.
Index Terms—Text-independent speaker verification, data
augmentation, generative adversarial network, variational
auto-encoder.

I. INTRODUCTION
PEAKER recognition aims to verify or identify the
speaker’s identity given his/her speech segment. Speaker
recognition systems are often used for user authentication and
access control, where the system robustness plays a key role.
A typical speaker recognition system contains three parts: feature processing, speaker modeling, and decision making, while
most research in the speaker recognition field focuses on speaker
modeling. Before the emergence of the i-vector, the Gaussian
Mixture Model-Universal Background Model (GMM-UBM) [1]
framework was the dominating approach for speaker recognition
systems. In this approach, each speaker is represented using a
GMM which is adapted from a shared UBM trained on a huge
amount of data. To tackle the “partial update” problem [1], [2]
in this method, researchers proposed to tie all the Gaussian
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components by concatenating their mean vectors to a single
high-dimensional vector, leading to the “GMM super-vector”
approach [3], [4]. Since then, fixed-dimensional vector-based
speaker representation attracted more and more interest from the
speaker recognition community. Such representation is usually
referred to as “speaker embedding” and has become the dominating speaker identity modeling approach currently. The original
GMM super-vector contains a lot of redundant information and
causes high computational cost due to its high dimensionality.
As a breakthrough approach, the following i-vector paradigm [5]
assumes that the generation process of GMM super-vector follows a factor analysis model and uses the posterior mean of the
low-dimensional latent variable as the final speaker embedding.
Along with the progress of deep learning techniques, deep
neural networks (DNN) based methods achieved remarkable
success in traditional research fields such as speech recognition [6]–[8] and image recognition [9]. Impressed by its high
modeling capacity and flexibility, researchers are motivated to
utilize DNNs for speaker representation learning. DNN was
firstly used for high-level feature learning in [10]–[17], where
frame-level bottle-neck features are extracted and used as the
input to the traditional frameworks such as GMM-UBM and
i-vector. In [18], instead of being used as features, d-vector
is proposed to serve as the speaker model directly. In more
recent works, segment-level trained speaker embeddings [19],
[20] are proved to outperform the frame-level trained d-vector
significantly, which becomes the current state-of-the-art speaker
embedding learning strategy. After obtaining the speaker embeddings, back-ends such as simple cosine scoring or probabilistic
linear discriminant analysis (PLDA) are applied to generate the
similarity scores for the decision making.
The robustness and generalization is the key challenge to
build a high-performance speaker recognition system, and most
of the current systems will degrade dramatically when facing
the mismatched scenario, e.g., different noise types, reverberations, channels and languages, etc. To reduce the mismatch
between the training and testing, data augmentation is usually
used to increase the quantity and diversity of the training data.
This approach has been successfully applied to image recognition [9], speech recognition [6], [21] and speaker recognition [19]. In [19], the authors showed that data augmentation
could be applied to either the speaker embedding extractor
or the PLDA back-end, while the combination of both further
improves the performance. The main idea of the current work is
to manually add different noise types and reverberations to the
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original “clean data” and use the newly generated “noisy data” to
train a more robust speaker embedding (e.g. x-vector) extractor.
The embeddings extracted from these manually augmented data
can also be used to train the PLDA back-end, which further
improves the system performance.
In this work, we propose new approaches to perform data augmentation using deep generative models for the PLDA back-end.
Generative adversarial network (GAN) and variational autoencoder (VAE) are used to generate speaker embeddings for the
PLDA training directly.
This paper is an extension of our previous studies [22], [23],
which tried to use the GAN and VAE for x-vector/PLDA speaker
recognition systems for the first time. In this paper, we further
generalize the idea with a comprehensive investigation considering different front-end embedding types, different embedding extractor augmentation methods and different evaluation
datasets. All data augmentation methods are compared in the
same framework and they are even further combined to get a
more advanced system. Detailed analysis of the effectiveness
of the proposed methods is given based on the more completed
experiments. The novelty and contribution of this paper can be
summarized as follows:
1) A deep generative model based data augmentation framework is proposed for robust PLDA training for speaker verification, where conditional GAN and VAE are designed to
generate embeddings with the controlled speaker identity.
2) To verify and analyze the effectiveness of our proposed
framework, a comprehensive investigation is performed
and compared with different setups:
a) Different front-end speaker embedding types: conventional factor analysis based i-vector [5], TDNN based
x-vector [19] and ResNet based r-vector [24].
b) Different augmentation methods for the embedding
extractors: although our focus is on the back-end
PLDA augmentation, we show our methods are compatible with different front-end extractor augmentation methods, i.e., w/o augmentation, the traditional
manual mode by adding noise and reverberation artificially [19], [25] and the recently proposed SpecAugment method [26].
c) Different evaluation dataset are evaluated: the proposed approaches are evaluated on four different standard evaluation sets included in NIST SRE 16 and
18 datasets, and the consistent improvements are obtained.
d) Different utterance duration in the evaluation: the
proposed systems achieve consistent performance improvement for test recordings with duration ranging
from 5 s to 60 s.
3) Finally, in the x-vector and r-vector framework, considering different setups described above, our proposed method
can outperform the traditional back-end augmentation
method, and these two methods can be further combined.
The rest of this paper is organized as follows: Section II
first reviews three most popular speaker embeddings, i.e. factor analysis based i-vector, TDNN based x-vector and ResNet
based r-vector. Then the PLDA back-end and the traditional
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manual data augmentation method are also revisited. Section III
introduces our newly proposed data augmentation methods for
embedding generation based on two deep generative models, i.e.
GAN and VAE. Comprehensive experiments and detailed results
analysis are exhibited in Sections IV, V and VI. Section VII
concludes this paper finally.
II. EMBEDDING BASED SPEAKER VERIFICATION
As introduced in Section I, different types of speaker embeddings have been investigated in the past two decades. In this section, three most popular types will be reviewed, including factor
analysis based i-vector, TDNN based x-vector, and ResNet based
r-vector. All the experiments in this paper will be performed on
these three embedding types.
A. I-vector
To compensate for the non-speaker information in the GMM
super-vector space, Joint Factor Analysis (JFA) framework [27]
was proposed to model speaker and channel factors in two
separate low-dimensional sub-spaces. However, [28] found that
this separation is not perfect, a considerable portion of speaker
information is encoded in the channel space and thus ignored.
Based on this observation, i-vector simplifies the JFA framework
by modeling a single total variability subspace [5].
In the i-vector framework, the speaker- and session-dependent
super-vector M (derived from UBM) is modeled as
M = m + T x,

(1)

where m is a speaker and session-independent super-vector, T is
a low rank matrix which captures speaker and session variability,
x ∼ N (0, I), is a multivariate random variable, i-vector is the
posterior mean of x.
B. X-vector
Deep neural network (DNN) has been heavily investigated
for speaker embedding learning in recent years, while most
of the work are focusing on different architectures [20], [29]
and different loss functions [30]–[32]. x-vector [19], [30] is
the most popular one currently. In the x-vector framework, a
time-delay neural network (TDNN) is trained using a speakerdiscriminative loss (Softmax and cross entropy). Spectral features will first go through several frame-level layers, after which
a statistics pooling layer is adopted to aggregate the frame-level
deep features into a segment-level representation. One or more
embedding layers can be incorporated in the segment-level layers to extract speaker embeddings. Segment-level training is the
key to achieving good performance in the x-vector framework.
C. R-vector
Besides the TDNN architecture, ResNet also showed impressive results for speaker embedding learning. Unlike the
1D convolution used in TDNN, ResNet adopts 2D convolution
as the main computation paradigm. Following the terminology
in [24], we denote the embeddings extracted from the ResNet as
r-vector. A standard 34-layer ResNet architecture [33] is utilized
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in this work. Similar to the x-vector topology, a statistics pooling
layer is integrated to get a single speaker embedding for each
utterance. The pooling layer is placed after the last residual
block, with the mean and standard deviation calculated as the
statistics.
D. Probabilistic Linear Discriminant Analysis
After obtaining the speaker embeddings, different scoring
methods can be applied to make the decision. Probabilistic
Linear Discriminant Analysis (PLDA) is widely used as a compensation method and scoring back-end for embedding based
speaker verification [5], [30]. Considering different assumptions on the variables, PLDA has several popular variants [34],
including the standard PLDA [35], two-cov PLDA [36], [37],
heavy-tailed PLDA [38] and simplified Gaussian PLDA [37]. In
this work, we follow the settings in [30] and use the two-cov
variant [36] implemented in Kaldi [25] as the scoring back-end.
(s)
In the two-cov PLDA, the j-th i-vector xj from the s-th speaker
is assumed to be generated following a two-step procedure,
(s)

xj

∼ N (y (s) , W −1 )

y (s) ∼ N (μ, B −1 ),

(2)
(3)

where the within-speaker and between-speaker covariance matrices are W −1 and B −1 . μ is the global mean and y (s) represents the speaker vector of s-th speaker, obtained by averaging
all embeddings x(s) from the s-th speaker. As shown in Equation
2 and 3, the main variability are captured by the two matrices
W −1 and B −1 . To deal with the mismatch between different
domains, many domain adaptation methods for PLDA have been
proposed [39]–[41]. In this work, we will use the simple domain
adaptation method in Kaldi.
1) Unsupervised PLDA Adaptation: To utilize the provided
unlabeled in-domain data for the SRE16 and SRE18, the simple
version of unsupervised adaption of PLDA implemented in
Kaldi [25] is used. The basic idea is to take the unlabeled
embeddings from the target domain and use their statistics to
adapt the PLDA matrices. More implementation details can be
referred to in “ivector-adapt-plda.cc” in Kaldi.
E. Data Augmentation for the Embedding Extractor
Due to the popularity of the Kaldi Toolkit [25] and the corresponding wonderful recipes, the Kaldi-style data augmentation
has been used widely. To increase the amount and diversity of
the existing training data, authors in [19], [30] employ additive
noises and reverberation to generate the new data manually.
The data augmentation is performed on the original audio directly, after which acoustic features will be extracted from these
augmented data and pooled together with the original clean
ones to train the embedding extractors. In this paper, the data
augmentation strategy for the embedding extractors basically
follows the Kaldi recipe.1
1 [Online].
sre16/v2

Available:

https://github.com/kaldi-asr/kaldi/tree/master/egs/

F. Data Augmentation for PLDA
Besides augmenting the training data manually for the speaker
embedding extractor, it’s also useful to augment the embeddings
for the back-end PLDA training [19]. The same augmentation
strategy mentioned in Section II-E will be applied to the PLDA
training list, and the “noisy embeddings” extracted from the
“augmented noisy audios” are used to train the PLDA. This
augmentation method will be termed as the “manual mode” in
the rest of the paper.
III. DEEP GENERATIVE MODELS FOR DATA
AUGMENTATION ON PLDA
Generative modeling is a hot research topic of machine learning, which assumes the data points are generated by sampling
a certain probability distribution. GMM and factor analysis
(i-vector) both belong to this category. In recent years, deep
learning techniques are used for the generative modeling, and
deep generative models such as Generative Adversarial Networks (GAN) and Variational Auto-encoders (VAE) are the most
popular ones. In this work, GAN and VAE will be used for
speaker embedding generation, which will augment the training
data for PLDA back-end.
A. Generative Adversarial Network
Proposed in [42], GAN has attracted lots of interests for its
potential of modeling high-dimensional probability distributions
and generating high-quality samples. GAN is composed of a
generator G and its adversary, a discriminator D. The generator
directly produces samples based on a random input (which
could be regarded as a latent variable), while the discriminator
attempts to distinguish fake samples provided by the generator
and genuine samples drawn from the training data. The learning
process of GAN can be formulated as a zero-sum game, and
the generator G and the discriminator D are trained alternately.
Along with the training process, G tries to fool D by generating
better and better samples, while D is trained to be more and
more robust to discriminate samples from the true and fake
distributions.
Formally, GAN is a structured probabilistic model modeling
latent variables z and observed variables x [43]. The generator
G samples z from a predefined prior distribution p(z) and yields
a “fake” sample of G(z), paired with a genuine sample x drawn
from the real data distribution pdata , the training objective of
GAN can be formulated as,
min max V (G, D) = Ex∼pdata [log D(x)]
G

D

+ Ez∼p(z) [log(1 − D(G(z)))]

(4)

1) Wasserstein GAN: Despite the promising results have
been shown using GAN-based approaches on tasks such as
image generation [42], [44], it’s hard to train due to the training
instability or failure to converge. To stabilize the training of
the vanilla GAN, Wasserstein GAN (WGAN) was proposed
in [45]. One problem for the vanilla GAN is that it measures
the Jensen-Shannon (JS) distance between the model and the
data distribution [45], which would fail to provide a meaningful
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value when the two distributions are disjoint. Instead, WGAN
introduces a novel Wasserstein distance, which has better theoretical properties and avoids the potential mode collapse. The
WGAN loss function is formulated as:
min max VWGAN (G, D) = Ex∼pdata [D(x)]
G

D

− Ez∼p(z) [D(G(z))]

(5)

To enforce the Lipschitz continuity demanded by the Wasserstein metric, the weight of D2 is clipped after each gradient
descent update.
2) Conditional GAN: In an unconditioned GAN, there is no
control over modes of the data to be generated. However, to
augment data for PLDA training, which is a supervised process, the speaker identity of generated embeddings should be
controlled. Thus, a Conditional GAN (CGAN) [46] generating
the samples conditioned on the class labels is adopted. An
additional conditional term, i.e. speaker identity in our case,
is fed to both generator and discriminator, which forces the
generator to generate embeddings while preserving the corresponding speaker identity. This CGAN is further combined with
the aforementioned WGAN loss, resulting in the following loss
function, and y is the conditional term.
D

− Ez∼pz [D(G(z|y))]

(6)

B. Variational Auto-Encoder
Besides GAN, VAE [47] is another popular deep generative
model receiving many interests recently. Different from GAN
which aims to model the implicit data distribution by adversarial
training, VAE is designed to model an explicitly assumed density function using variational approximations. VAE defines a
probabilistic generative model with continuous latent variables,
which assumes that each data point from an i.i.d dataset is related
to a latent variable.
The training objective of VAE is to maximize pθ (x), denoting the likelihood that the data x is generated by a model
parameterized by θ. Since the latent variable z is involved in the
data generation process,
we need to compute the marginal like
lihood pθ (x) = p(z)pθ (x|z)dz, which is intractable, making
it impossible to evaluate or differentiate the marginal likelihood.
The commonly used EM algorithm for such scenario can not be
applied due to the intractability of pθ (z|x).
To solve the above problems, a recognition model qφ (z|x)
with parameter φ is introduced to approximate
 the true posterior
pθ (z|x). Instead of maximizing pθ (x) = p(z)pθ (x|z)dz =
Ez∼p(z) pθ (x|z), we maximize Ez∼qφ (z|x) pθ (x|z). Both
qφ (z|x) and pθ (x|z) are represented by neural networks, which
are considered as encoder and decoder respectively. Now, the
variational lower bound of pθ (x) can be written as:
log pθ (x) ≥ Ez∼qφ (z|x) [log pθ (x|z)]
− KL(qφ (z|x)||p(z))

where p(z) is the prior distribution of latent variables, which
is assumed to be a normal distribution z ∼ N (0, I), and
KL(p||q) defines the Kullback-Leibler (KL) divergence between
distributions p and q. Maximizing the lower bound with reparameterization trick [47] and Stochastic Gradient Variational
Bayes [47] (SGVB) estimator, a VAE model can generate data
from a random latent variable sampled from the normal distribution.
1) Conditional VAE: As mentioned in Section III-A2, PLDA
requires training data with labels. Thus, the VAE model should
generate speaker-labelled embeddings. In addition to the latent
variable z, the conditional VAE (CVAE) generates data with the
given condition term y, and the lower bound of CVAE is:
log pθ (x|y) ≥ Ez∼qφ (z|x,y) [log pθ (x|z, y)]
− KL(qφ (z|x, y)||p(z|y))

(8)

Following [48], the latent variable z can be assumed to be
independent of y when x is unknown, which permits the term
p(z|y) in the lower bound (eq. (8)) to be replaced by the normal
distribution N (0, I).
C. PLDA Augmentation With GAN and VAE

min max VCWGAN (G, D) = Ex∼pdata [D(x|y)]
G
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(7)

2 It should be noted that in WGAN, D is termed as critic instead of discriminator, we didn’t change it here just for consistent introduction.

As described in Section II-F, the most popular method for
PLDA augmentation follows the Kaldi setup, the PLDA training
data is manually augmented on the raw audios and then used to
extract speaker embeddings. The embeddings extracted from the
original data and the augmented data are pooled together to train
a more robust PLDA. Despite the performance improvement
achieved, the diversity of manually generated data is limited to
the four discrete types, which could not represent the possible
noisy data distribution efficiently.
Based on the manual mode, in the deep generative model
based PLDA augmentation systems, the training data could be
classified into two categories: 1) Clean embeddings extracted
from the original training data; 2) Genuine noisy embeddings
extracted from manually augmented data. We would like to build
deep generative models which condition on the clean speaker
embeddings and mimic the the distribution of potential noisy
embeddings.
1) GAN for PLDA Augmentation: The GAN based PLDA
augmentation framework is depicted in Fig. 1. In the training
process, conditioned on the clean speaker embedding (mean of
all clean embeddings from that speaker), the generator maps
a random vector sampled from a uniform distribution to fake
noisy speaker embeddings, which will then be fed to the discriminator with a randomly selected genuine noisy embedding
with the same identity. The discriminator also accepts the clean
speaker embedding as condition. The whole system depicted in
Fig. 1 will be optimized against the CWGAN loss defined in
Equation 6. When the training converges, the discriminator will
be discarded and the generator will be used to generate more
diverse noisy speaker embeddings for the PLDA training.
2) VAE for PLDA Augmentation: The VAE structure we
use is depicted in Fig. 2, in the training process, the encoder
will encode the genuine noisy speaker embedding to a latent
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Unlike the deterministic manual augmentation methods considering several noisy types, the proposed GAN and VAE methods both randomly sample from a latent distribution and try
to construct a more continuous noisy embedding space. The
model based augmentation methods are more flexible and able
to provide more diverse samples, which helps for building a
more robust PLDA back-end.
IV. EXPERIMENTAL SETUPS
A. Datasets

Fig. 1. GAN based data augmentation framework for PLDA training. FC
means fully connected layer, BN means batch normalization, LReLU means
Leaky ReLU, Conv means convolutional layer, ConvTrans means transposed
convolutional layer [49]. The numbers under the layers indicate model configuration, e.g. [64, 1 × 3] means the layer has 64 output channels and a kernel size
of 1 × 3.

Fig. 2.

1) Training Data: Following the standard settings in our
previous work [22], [23] and the Kaldi recipe, the training data
consists of the SWBD portion and SRE portion, while the former
includes Switchboard phases 2,3 and Switchboard Cellular 1,2,
and the latter contains the NIST SRE 2004-2010. The embedding
extractors are trained on the SWBD and SRE pooled data. while
the PLDA and the deep generative models are trained only on
the SRE portion.
2) Evaluation Data. NIST SRE 2016: The standard SRE16
evaluation set consists of Tagalog and Cantonese conversational
telephone speech, the unlabelled development set is used for
unsupervised PLDA adaptation. The Cantonese evaluation contains 965396 trials, out of which 19298 are target trials and
946098 are nontarget trials. The Tagalog evaluation contains
17764 target trials and 1003568 nontarget trials, forming a list
of 1021332 trials in total.
3) Evaluation Data: NIST SRE 2018: The CMN2 portion
of SRE18 dataset, including the development and evaluation
set, is used for evaluation, which is mainly spoken in Tunisian
Arabic. The unlabelled part of the development set is used for
unsupervised PLDA adaptation. The trial list in the development
set contains 108095 entries, with 7830 target trials and 100265
nontarget trials. The evaluation set contains 2063007 entries,
with 60675 target trials and 2002332 nontarget trials.
4) Evaluation Metrics: NIST SRE data set is widely investigated, and the results will be reported in terms of the commonly
used Equal Error Rate (EER) and minCprimary [50] in this
paper.

VAE based data augmentation framework for PLDA training.

B. Experimental Settings
distribution and the decoder will try to reconstruct the input
from a sampled latent embedding.
In the actual implementation, given an input noisy embedding
x̂ and the conditional speaker embedding ŷ, the model is trained
by minimizing the loss function


KL (qφ (ẑ|x̂, ŷ)N (0, I)) + BCE x̂, x̂
(9)
where x̂ is the decoder’s reconstructed output, qφ (ẑ|x̂, ŷ) is assumed as N (μ, σ 2 ) and modeled by the encoder. BCE(x, x ) =
x log x + (1 − x) log(1 − x ), all the embeddings are scaled
to be in the range 0 and 1. In the generation phase, only the
decoder will be used, by sampling from a normal distribution
and conditioning on a given clean speaker embedding, variable
noisy embeddings with the same identity could be generated and
used for the PLDA training.

1) I-vector: The i-vector setup follows the standard Kaldi
recipe,3 20-dimensional MFCC concatenated with its Δ and ΔΔ
to form the 60-dimensional input features. The UBM contains
2048 components and the dimension of i-vector is set to 600.
The i-vector extractor is trained for 5 epochs.
2) X-vector: The data preparation basically follows the standard Kaldi recipe (SRE16 v2), with the following modifications:
r Instead of 30-dimensional MFCCs, 40-dimensional Fbank
are adopted.
r Two conditions are considered for the x-vector extractor
training, with or without augmenting the training data. The
former one is the same as the recipe with the following
steps: 1) Augment the training data with three types of
3 [Online]. Available: https://github.com/Kaldi-asr/Kaldi/tree/master/egs/
sre16/v1
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TABLE I
ARCHITECTURE OF TDNN BASED SPEAKER EMBEDDING EXTRACTOR. T
DENOTES THE SEQUENCE LENGTH, AND N IS THE NUMBER OF SPEAKERS [19]

noises from the MUSAN database or artificially reverberation. 2) Randomly cutting the training utterances into
chunks with the duration from 2–4 s, resulting in the real
input segments (stored as archive files in Kaldi). For the
latter one without augmentation, we still adopt the same
chunking strategy but perform it only on the original clean
data.
Another detail to notice is that we also follow the data filtering
strategy in Kaldi, after removing recordings with less than
5-second speech and speakers with less than eight recordings, the
final training set for the clean extractor contains 3419 speakers,
which is the same speaker list used for the augmented extractor
training for a fair comparison.
The original TDNN based x-vector structure proposed in [30]
and implemented in Kaldi recipe (SRE16 v2) is used, which is
shown in Table I. The network is comprised of 5 frame-level
time-delay layers, one statics pooling layer and two segmentlevel embedding layers. ReLU is used as the activation function,
followed by a batch-norm layer. The speaker embedding is
extracted after the layer “segment1” and the dimension is set
to 512. The network training is performed using Pytorch [51],
with the x-vector architecture re-implemented. SGD optimizer
is used, with the weight decay set to 1e − 4. The learning rate
is set to 0.1 initially and gradually reduced to 1e − 6 along with
the training process.
3) R-vector: For the ResNet based r-vector, the standard
34-layer structure defined in [33] is adopted. The detailed topology is shown in Table II, the output of “Dense” layer is used
as the speaker embedding and the dimension is set to 256. The
training data for the ResNet is exactly the same as the one for
TDNN, which has been described in the last section. Similar
to x-vector, r-vector is also implemented in Pytorch, SGD is
used for network optimization, with momentum set to 1e − 4.
The learning rate is set to 0.1 initially and gradually reduced to
1e − 6 along with the training process.
4) GAN: The GAN structure shown in Fig. 1 is used in our
experiments. For the generator, there are two fully connected
layers followed by two transposed convolutional layer, and the
output layers uses a Sigmoid function to restrict the generated
samples scale between 0 and 1.4 For the discriminator, we
4 A trick for training GAN mentioned in [52] the real embeddings are also
scaled. In our experiments, Sigmoid achieves better performance than TanH for
scaling. An example implementation can be referred to as [53].
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TABLE II
ARCHITECTURE OF RESNET34 BASED SPEAKER EMBEDDING EXTRACTOR. T
DENOTES THE SEQUENCE LENGTH, AND N IS THE NUMBER OF SPEAKERS

use two convolutional layers followed by two fully connected
layers. Following [54], ReLU is used in the generator and leaky
ReLU with 0.2 negative slope is used in the discriminator. Batch
normalization are used in both the generator and discriminator.
The input to the generator is a concatenation of two parts: 1)
a 62-dim random noise sampled from the uniform distribution
2) a conditional speaker embedding which averages all the
clean speaker embeddings of that speaker identity. The same
conditional speaker embedding is also fed as the input to the
discriminator, together with a randomly selected manually augmented embedding from the same speaker.
RMSProp [55] is used as the optimizer with the learning
rate set to 5e − 5 for both generator and discriminator. The
discriminator is trained for 3 iterations per generator iteration.
The model is trained under the supervision of the WGAN loss
for 75 epochs, with the batch size set to 128.
5) VAE: The VAE structure shown in Fig. 2 is used in the
experiments. The encoder network consists of two convolutional layers and two fully connected layers, while the decoder network consists of two transposed convolutional layers.
256-dimensional mean vectors μ and variance vectors σ 2 are
predicted by the encoder network. Similar to the GAN experiments, clean speaker embeddings are fed to both the encoder and
decoder networks as the condition. A Sigmoid function is also
applied to the output to restrict the scale of generated samples in
[0,1]. To stabilize the training process, batch normalization and
leaky ReLU with 0.2 negative slope are used in both the encoder
and decoder networks.
Adam [56] is used as the optimizer with the learning rate set
to 3e − 5. The model is trained for 10 epochs, with the batch
size set to 128.
6) Scoring Strategy: The scoring process follows the Kaldi’s
SRE16 recipe for all the systems. All the embeddings are first
centered on the in-domain data (SRE16 major and the SRE18
dev unlabeled for the corresponding evaluation). The LDA is
applied to transform the embeddings to a more discriminative
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TABLE III
EER(%) COMPARISON ON NIST SRE 2016 OF THE BASELINE SYSTEMS
WITH DIFFERENT EMBEDDING TYPES

different embedding types, and cross-embedding comparison
will be given after independent analysis of different embeddings.
B. Results on I-vector

TABLE IV
EER(%) COMPARISON ON NIST SRE 2018 CMN2 OF THE BASELINE
SYSTEMS WITH DIFFERENT EMBEDDING TYPES

The results based on i-vector can be found in Table V.
Compared to the baseline where PLDA is only trained on the
clean embeddings, all the augmentation methods achieve significant performance improvement. The GAN and VAE based
models only achieve comparable or slightly worse results than
the manual augmentation, while better results are obtained by
combining the generated embeddings from the proposed deep
generative models with the manually augmented embeddings.
The reason might be that i-vectors are not discriminative enough,
while the discriminating ability of the speaker embedding is vital
for the GAN or VAE based generation. A more discriminative
conditional embedding could provide a better control on the
speaker identity of the generated embeddings.
C. Results on X-vector

space, and the dimension of LDA is set to 300, 150 and 128
for i-vector, x-vector and r-vector based systems, respectively.
The dimension of LDA for different embedding types are tuned
separately on the baseline system with no augmentation and
kept consistent in all the experiments. Length normalization is
applied before the PLDA scoring and Kaldi-style unsupervised
PLDA adaptation described in Section II-D is also applied to
boost the system performance.
V. RESULTS AND ANALYSIS
A. Baseline Systems
We first show the results of baseline systems using three
embedding types, and the experiments with or without manual
data augmentation on both the embedding extractors and PLDA
are performed.5 The results for SRE16 and SRE18 are shown in
Tables III and IV respectively.
As shown in Tables III and IV, both extractor augmentation
and PLDA augmentation with the manual mode can consistently
improve the system performance on all the four evaluation sets.
In this work, we will focus on different augmentation methods
for the back-end PLDA using deep generative models, and leave
the embedding extractor either trained on the original clean data
or the manually augmented data. In the following experiments,
PLDA without augmentation and with the manual augmentation
will serve as two baselines for the proposed back-end augmentation methods.
From Tables III and IV we can observe an obvious performance gap between different embedding types. Thus, in the
following sections, we will organize the results in terms of
5 The conclusion in [19] shows that i-vector extractor augmentation doesn’t
improve the performance, so we didn’t include the i-vector related results with
the manual augmentation on the extractor.

Compared to the conventional i-vector system, the deep model
based x-vector improves system performance significantly. The
results are shown in Table VI. Here, we also compared the
systems with or without extractor augmentation, where the
augmentation method is described in Section II-E. Compared to
the systems with no extractor augmentation, the extractor trained
with manually augmented data achieves a remarkable performance improvement, reducing the EER by absolute 1% − 3%
on different evaluation sets. Different PLDA augmentation can
always lead to further performance improvement. For the clean
extractor, compared with the the baseline with manual PLDA
augmentation, GAN or VAE augmented PLDA can achieve
comparable or better performance. Combining with manual
augmented data can further enhance the performance. For the
manually augmented extractor, compared to the stronger baseline, GAN or VAE augmented PLDA consistently outperform
the manual PLDA augmentation.
Comparing between the systems with/without extractor augmentation, we have two observations:
r VAE augmented systems outperform GAN based systems
in most cases, both for clean and augmented extractors.
r When the extractor is manually augmented, the improvement of the manual PLDA augmentation is limited, while
the proposed GAN/VAE based methods achieve much
better performance. Further combining VAE or GAN with
manual augmented data doesn’t give more performance
improvement.
D. Results on R-vector
Shown as the baseline systems (Tables III and IV), the
34-layers ResNet based r-vector achieves much better results
than i-vector or x-vector systems, and this is due to the more
advanced modeling capacity of the deep model with a much
deeper architecture. We show that using this much stronger
baseline, consistent performance improvement can still be obtained for both extractors with or without data augmentation.
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TABLE V
PERFORMANCE COMPARISON ON NIST SRE 2016 AND 2018 OF DIFFERENT PLDA AUGMENTATION METHODS FOR FACTOR ANALYSIS BASED I-VECTOR SYSTEMS,
AND THE SIZE OF PLDA TRAINING DATA FOR ALL AUGMENTATION METHODS ARE MADE TO BE COMPARABLE

TABLE VI
PERFORMANCE COMPARISON ON NIST SRE 2016 AND 2018 OF DIFFERENT PLDA AUGMENTATION METHODS FOR TDNN BASED X-VECTOR SYSTEMS,
AND THE SIZE OF PLDA TRAINING DATA FOR ALL AUGMENTATION METHODS ARE MADE TO BE COMPARABLE

TABLE VII
PERFORMANCE COMPARISON ON NIST SRE 2016 AND 2018 OF DIFFERENT PLDA AUGMENTATION METHODS FOR RESNET BASED R-VECTOR SYSTEMS,
AND THE SIZE OF PLDA TRAINING DATA FOR ALL AUGMENTATION METHODS ARE MADE TO BE COMPARABLE

As shown in Table VII, considering much stronger baselines,
we can still observe the performance improvement from the
proposed GAN/VAE methods. With the proposed data augmentation methods for PLDA modeling, the best EERs for
SRE16 Tagalog & Cantonese and SRE18 CMN2 Dev & Eval we
could obtain are 9.86%, 2.96%, 7.08% and 7.43%, respectively.
Further combination with the manual mode can enhance the
performance for the clean extractors, which is consistent with
the conclusion in x-vector systems.
E. Validation Experiments on Different Duration
To validate the effect of the proposed methods in evaluation
conditions of different duration, we follow the setups in the xvector paper [30]: We produce additional conditions in which
the enrollment utterances are full length, but the test utterances
have been truncated to the first T ∈ {5, 10, 20, 60} seconds of
speech.6 The best performing r-vector is used as the front-end

6 In the truncation, the utterances which are not long enough just keep their
original length.

in the validation experiments, the results on SRE16 are shown
in Table VIII.
As shown in Table VIII, with longer duration, the systems
achieve better performance. And the effectiveness of the proposed augmentation methods could be observed in all the conditions, which is consistent with the previous results.
F. Cross-Embedding Comparison
To give a better illustration of the performance comparison
with different embeddings with different PLDA augmentation
methods, the DET curves of several selected systems are illustrated in Fig. 3. All the results are from the NIST SRE 2016
Cantonese evaluation set.
From the Figure 3 and all the above results (Tables III–VII)
we can get the following observations:
r The performance gap between different speaker embeddings always exist either before or after data augmentation,
so better speaker embeddings are very important for the
speaker verification system.
r As the conditional vector to control the generation process,
the embedding’s discrimination power is important. The
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TABLE VIII
EER(%) COMPARISON FOR TEST UTTERANCE WITH DIFFERENT DURATION ON NIST SRE 2016 OF DIFFERENT PLDA AUGMENTATION METHODS
FOR RESNET BASED R-VECTOR SYSTEMS

Fig. 3. Detection error trade-off (DET) plot on NIST SRE16 Cantonese using
different embeddings and PLDA augmentation methods, x-vector and r-vector
extractors are manually augmented. (Better viewed in color).

proposed methods work better for more discriminative xvector and r-vector than i-vector.
r Extractor augmentation is very useful, and simple manual augmentation can boost the performance significantly.
Moreover, combination with PLDA augmentation could
further enhance the performance.
r In most cases, the VAE augmented PLDA outperforms the
GAN based method, while both of them outperform the
manually augmented PLDA.
r Combining both the manual mode and deep generative
model mode for PLDA augmentation can obtain another improvement for clean extractors, while this further improvement doesn’t hold for manually augmented
extractors.
G. Visualization of Augmented Embeddings
To give a more intuitive illustration of the generated speaker
embeddings, the clean speaker embeddings along with corresponding augmented ones are visualized using t-SNE and

Fig. 4. t-SNE visualization of augmented r-vectors, different color denotes
different speakers. “manual,” “gan,” “vae” denote embeddings obtained with the
corresponding augmentation methods. “clean” is the center embedding averaged
from original clean speaker embeddings from that speaker.

plotted in Fig. 4. The embeddings are randomly selected from
5 speakers of SRE training data, r-vector is used because it’s
the best-performing embedding type. It is observed that the
speaker identity information can be preserved very well in the
embeddings generated from both GAN and VAE, which is vital
for the supervised trained PLDA, and this further demonstrates
the effectiveness of the newly proposed deep generative model
based data augmentation methods.
VI. COMBINATION WITH SPECAUGMENT BASED EXTRACTOR
Data augmentation can be applied to the speaker embedding
extractor training or the back-end PLDA training. We have
shown an larger performance improvement can be achieved
by combining both the extractor and PLDA augmentation in
previous sections. Since the focus of this paper is on the PLDA
augmentation, it’s interesting to see whether it’s compatible with
embedding extractors with different augmentation strategies.
In addition to the manual data augmentation on the extractor,
the current popular approach using SpecAugment [26] method
is performed and combined with the proposed method on PLDA
in this section.
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TABLE IX
PERFORMANCE COMPARISON ON NIST SRE 2016 AND 2018 OF DIFFERENT PLDA AUGMENTATION METHODS FOR RESNET BASED R-VECTOR SYSTEMS, AND
THE EXTRACTOR IS TRAINED WITH SPECAUGMENT METHOD. THE SIZE OF PLDA TRAINING DATA FOR ALL AUGMENTATION METHODS
ARE MADE TO BE COMPARABLE

A. SpecAugment
SpecAugment [26] is a simple data augmentation method
recently proposed by Google for robust speech recognition. To
increase the system’s robustness to possible loss of frequency
or small segments of speech, the following deformations on the
log mel features are adopted:7
r Frequency masking: f consecutive frequency channels
[f0 , f0 + f ) are masked (i.e., set to 0), where f is first
chosen from a uniform distribution from 0 to F , where F
is a predefined hyper-parameter and f0 is randomly chosen
from [0, ν − f ), ν is the number of frequency channels (the
feature dimension)
r Time masking: t consecutive frames [t0 , t0 + t) are
masked, where t is first chosen from a uniform distribution
from 0 to T , where T is a predefined hyper-parameter and
t0 is randomly chosen from [0, τ − t), τ is the length of
the feature sequence (number of frames)
B. PLDA Augmentation for SpecAugmented
R-Vector Extractor
Only the results of r-vector based systems are presented
since r-vector outperforms i-vector and x-vector as shown in
the previous results. The r-vector extractor is trained with the
SpecAugment method, and the performance comparison of different PLDA augmentation methods on NIST SRE 2016 and
2018 dataset is shown in Table IX. Compared to the baseline system without any extractor augmentation, SpecAugment achieves
an obvious reduction in terms of EER and minCprimary on all
four evaluation sets. Further performance improvements could
be obtained when GAN and VAE based PLDA augmentation
methods are further applied, which is the same observation
when using manual data augmentation extractor in the previous
section. This shows the compatibility of our proposed PLDA
augmentation methods with different extractor augmentation
strategies.
VII. CONCLUSION
Data augmentation is an effective method to improve the
robustness of speaker verification systems. Usually, data augmentation can be applied to either the speaker embedding extractor training or the back-end PLDA training. In this paper, we
7 “Time warping” [26] is not used, since it causes performance degradation in
our experiments.

proposed a new PLDA augmentation based on deep generative
models to generate diverse and effective speaker embeddings.
Conditional WGAN and conditional VAE are designed for
PLDA augmentation, and three different speaker embedding
types are performed with the proposed approach, including
factor analysis based i-vector, TDNN based x-vector and ResNet
based r-vector. Moreover, the newly proposed deep generative model based PLDA augmentation is also combined with
the extractor augmentation methods, including the traditional
manual data generation mode and the recent SpecAugment
technique. Experiments are performed on 4 testsets from NIST
SRE 2016 and 2018 dataset. Despite the different evaluation set,
different front-end embeddings, different extractor augmentation methods and test cases with different duration, consistent
performance improvement can be observed with the proposed
augmentation method. EERs of the best systems for SRE16
Tagalog, Cantonese and SRE18 CMN2 Dev and Eval are 9.86%,
2.96%, 7.08% and 7.43%, respectively.
In the future, we would like to use the deep generative models
for the extractor augmentation, which is more complicated in
two aspects: (1) much larger dataset will be used when framelevel features are considered during the extractor training instead
of speaker embeddings (2) preserving the speaker identity across
different frames within one utterance need to be addressed.
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